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What is Constellation?
Constellation is the product of Haystax Technology. It's a product to analytically prioritize the world’s risks, enabling
leaders and operators to act with confidence when it matters most.
There is a great overview available on the Haystax web page: http:/ / haystax. com/ products/ .

No, really, what is it?
Constellation is the platform that we develop, maintain, and deliver here at Haystax Technology. It is a platform of tools
which together allow users to track important things, monitor threats, prioritize assets, and generally get a sense of risk in
their portfolio of important items, whether they be buildings or people or events. It has three main feature sets: Asset
management for emergency response and planning, real-time text threat analysis, and model-based scoring and
prioritization.
Constellation is:
1.1. A web-based, cloud-deployed platform
2.2. An on-premesis, standalone installed version of the platform
3.3. A set of applications for managing assets
4.4. A processing system for identifying threatening information in real-time streams of text (news, twitter)
5.5. A processing system for ranking risk in things based on a model
6.6. A multi-tenant, multi-app platform for data management and delivery
7.7. A workflow for managing assets, performing assessments, and tracking incidents
8.8. A system for prioritizing objects base on a Bayesian network of belief
9.9. A visualization tool for decision makers
10.10. A mobile application
11.11. A set of APIs for third-party development and data access
Constellation is delivered on the web in different configurations which allow a user to self-register and gain access to
different applications and themes for their own particular use case. The general Constellation configuration provides all
applications, but there are branded, tailored configurations for fire, police, and school safety, among others.
Constellation is deployed in two major forms: Cloud-based for everyone (multi-tenant), or on-premesis disconnected.
The former we update constantly for everyone, always pushing new builds and features. Everyone is in the same system,
but security segments the users and data into tenants. The latter is installed on-site on a customer's hardware.

http://haystax.com/products/.


What is Constellation? 2

Haystax Technology

The system as diagramed above maps out the architecture, from data input on the left to user interfaces on the right. The
system pulls in unstructured and structure data from sources like open source news, event logs, or asset data. Using our
Fusion processing system, the data is extracted, objects build up to reason about, data mapped to a model, and the belief
model run to produce results about prioritizing items based on threats and risk. If required, alerts and events may be sent
at this time. The objects are then stored in our data store. The web application stack then takes over, using an API to
access the data, integrate authentication mechanisms, and eventually delivers interfaces for the user to interact with using
a web browser on a computer or a mobile device using our mobile app.
The platform relies on technologies like Apache Storm, Apache web server, Python, and AngularJS.
The full user manual is available here: https:/ / constellation. haystax. com/ apps/ help/ constellation_user_manual. pdf.

https://constellation.haystax.com/apps/help/constellation_user_manual.pdf.
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How does the asset management work?
Asset management is the first part of
Constellation that was implemented a few
years back. Based on our work since 1998 in
managing assets, assigning risk, and viewing
their data, we build a series of applications on
the Constellation platform for a use case that
would appeal to public safety and emergency
response personnel. In order to prioritize
resources for protection or response, you need
to know which assets are the top concern, and
which are not as crucial for a particular focus.
The apps available in Constellation for this
use case are:
1.1. Assets
2.2. Assessments
3.3. Incidents
4.4. Events
5.5. Map
6.6. Timeline
These apps allow a user to manage, create, edit, import, and export data related to assets. Assets can be physical
buildings or people. Assessments may be performed on assets to help prioritize resources or just collect more information
about assets. Incidents happen to or around assets, so they may be tracked and managed. All the objects may be seen
spatially on the map or in a time-ordered view in the timeline app.
A group of users and data are tied together in a "tenant". A tenant means a client organization, or any other of grouping
where you don't want other users of the system to see this collection of data, but everyone inside the group can see the
data. It can be a company, a city, or any group that wants their own data. When assets, assessments, incidents, and events
are created in the system, they are only accessible to members of the tenant. Data can be imported into a tenant as a
pre-processing step to help customers get up and running.
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How does the real-time text threat analysis work?
A large part of Constellation is "under the
covers", so to speak, in a cluster of servers
that are running all the time, ingesting data.
Real-time streaming text comes in (think news
sources, social media), and the pieces of text
are ingested, processed, and scored for
possible threats. We use natural language
processes tools to extract concepts, score
threatening language, and add meta-data like
location. These scored items of text are then
shown in filtered views to the user, or can
even generate automatic alerts if a score
threshold is passed. Incidents can be
automatically created out of high-scoring text
inputs. Locations can be inferred given text in
the data itself or by using meta data in the
input text. This helps people use the map app to see visually where the threatening unstructured text might be located,
given threat context to areas of concern.

Things used to score a piece of text are: named entity extraction, location determination, grammar usage, subjectivity of
speech, sentiment analysis, threat concept matching, and trending/counts of similar pieces.
The apps available in Constellation for this use case are:
1.1. Threat Streams
2.2. Map
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How does the model-based Bayesian belief system work?
First we start with a model. We model the
problem we're trying to solve, such as "is this
person an insider threat to the organization?"
or "is this person worthy of getting a security
clearance?". Using a Bayesian approach, we
construct a network of belief to support the
hypotheses, eventually breaking down
concepts into measurable evidence nodes.
Finally we have a model with places we can
apply data. The Bayesian approach to
reasoning is great because you can lay out the
model like your own thought process, and you
can reason about questions like the above
without complete data!
The system for processing events to end with a result belief in risk or threat uses a pipeline-type system that takes
messages from one end of a process to the other, going through processing steps along the way. The beginning step is to
extract data from the data source, augment the data with existing data in the system or pull in external data, ingest
attributes from these objects into a Bayes network, evaluate the network to process belief, and then store those results out
in the data store. Sometimes we refer to this pipeline as a "topology", and the individual steps are called "bolts".
The user may interact with assets using the Asset app in Constellation to see the assets with attributes. Model results will
show up on each individual object and the list view is helping in ranking and prioritizing. The Dashboard app is useful to
see the model results and perform analysis in finding outliers, see model results, and looking at the model structure itself.
For each model and data set, there is work to be done to identify the data available at the same time we alter/develop a
model. This entire process is not automated, and takes work before we're ready to start running data through a pipeline.
Extractors will need to be developed to extract new data, augmentation steps will be developed to build up objects,
ingestors will be developed to map attributes to nodes in the new model, and the model itself will be developed and
eventually instantiated as a new Bayes net. The point being, you can't just "load data" and expect a brand new thing to
"just work". We are actively working on adding more automation to each step along the pipeline and are developing new
tools to allow users to do this. Currently many of these steps are code and script heavy.
The apps available in Constellation for this use case are:
1.1. Assets
2.2. Dashboard
3.3. Models
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The processing pipeline

Extraction
Extraction is the start of the processing pipeline. First the user maps the data source to attributes that are defined in the
schema, this mapping is called a config file. Second, the extraction process reads data from the data source, uses the
config file to transform the data to conform to the schema, then validates the data against the schema. Finally, the
transformed data is outputted from Extraction and is sent to a queue to be consumed by the next step.

Augmentation
The next step is augmentation, where each extracted event can be augmented with additional data from either external
data sources or attached to a person or object already in our database, or spawn generation of other events. This step fills
in necessary attributes on the object for use in the next step in the pipeline.

Ingestion
Events coming out of Augmentation stage are then applied to nodes in a Bayesian model.

Evaluation
At this point the Bayes model has data applied to it, so the model is run and calculations propagated through the network.
This sets belief values on the nodes. The high-level hypothesis node(s) are what ultimately give a final belief in how
threatening or risky a thing is given the evidence applied.
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Storage
The results computed for an object are then stored in our document store. We use a non-relational ("no-SQL") database
called MongoDB. The objects and model results are now available for use in the UI or through the API for third-party
tools.

Frequently Asked Questions

How do we connect to Twitter?
Constellation uses Twitter content in the Threat Streams portion of the platform to ingest tweets. We use the free
developer API from Twitter, which means we are rate limited and only have access to a few percent of the whole
firehose. We construct a search query based on threat terms we have (almost 500) and send that off to twitter, which then
pushes tweets to our processing system as fast as they want and as fast as we can ingest them. We get about 300,000 a
day. They are NOT linked to specific accounts or people we follow. They are from the public twitter stream matching
key words we send in on the initial query.


	What is Constellation?
	No, really, what is it? 
	How does the asset management work? 
	How does the real-time text threat analysis work? 
	How does the model-based Bayesian belief system work? 
	The processing pipeline 
	Extraction
	Augmentation 
	Ingestion 
	Evaluation 
	Storage 


	Frequently Asked Questions 
	How do we connect to Twitter? 


