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About Haystax
Haystax, a wholly-owned subsidiary of Fishtech 
Group, is a leading security analytics platform 
provider delivering advanced security analytics 
and risk management solutions that enable rapid 
understanding and response to virtually any type 
of cyber or physical threat. Based on a patented 
model-driven approach that applies multiple 
artificial intelligence techniques, the Haystax 
Analytics Platform reasons like a team of expert 
analysts to detect complex threats and prioritize 
risks in real time at scale. Top federal government 
agencies and large commercial enterprises, as well 
as state and local public-safety organizations, rely 
on Haystax for more effective protection of their 
critical systems, data, facilities and people.

About Fishtech Group
Fishtech Group (www.fishtech.group) is a data-
driven cybersecurity solutions provider for any 
computing platform. The company identifies gaps 
and solutions to help organizations minimize risk, 
maintain compliance, and increase efficiency. 
Based in Kansas City, Fishtech Group includes 
the Security-as-a-Service division CYDERES, 
and the security analytics firm Haystax. Fishtech 
venture partners include Perch Security and 
Foresite.

Series Overview
The Haystax Insights Series is intended to demystify the technical aspects of our company’s software 
engineering and data science approaches, using operational examples to illustrate the workflows of our current 
users in a variety of real-world settings. Haystax Insights papers are designed as a complement to our more 
technically-and scientifically-focused White Paper Series, and are written with expert inputs from our data 
scientists, Bayesian modelers, software engineers and customer success team members. 

In This Paper
This first issue of the Haystax Insights Series examines how the fictitious Philip Wilson, a formerly high-flying 
corporate executive, evolves into an insider threat after experiencing a series of setbacks and misfortunes. 
In the early stages, Phil’s work deteriorates and he becomes increasingly confrontational with co-workers. 
Eventually, after he is passed over for a major promotion, he becomes disgruntled enough to steal proprietary 
product IP and defect to a competitor. The company’s security operations center is overwhelmed with other 
alerts and does not detect his growing adverse activity in time. This paper describes a scenario in which a SOC 
analyst using the Haystax for Insider Threat solution would have been alerted that Phil’s trustworthiness score 
was dropping to the point of needing to add him to a Watch List. He is caught when he inserts a thumb drive 
into his office computer to steal product IP. After an investigation, Phil is terminated.

In this paper, readers will learn:

• How Phil gradually evolved into a serious insider threat even as his increasingly adverse behavior continued 
to go undetected;

• How Haystax for Insider Threat uses probabilistic Bayesian models and machine learning to analyze a wide 
range of behavioral evidence found in readily available data, and to predictively identify those individuals at 
highest risk of doing harm to an organization; and

• How our system would have ‘connected the dots’ and flagged Phil’s behavior to the SOC in time for him to 
be caught, prior to stealing IP from his company.

Further Reading
Please visit www.haystax.com and reference our 
Blog, Solutions and Resources pages for analysis, 
white papers, scientific and technical papers, product 
information and other insights.
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Philip Wilson is a star employee at his company. 
Or rather, he was. Showing creativity, drive and 
a strong work ethic, Phil moved rapidly up the 
corporate ladder. Over a period of 11 years, he 
earned awards, promotions and, finally — after 
developing and launching a very successful new 
product — appointment as a trusted member of 
his company’s senior management team. To those 
around him, Phil’s prospects seemed limitless.

In 2012 and 2013, however, things started to go 
very wrong for Phil — first in his personal life and 
then in his job. His marriage crumbled, leading 
to a messy divorce. He also revived an old online 
gambling habit. Increasingly he would arrive late 
for work, and a new air of glumness replaced 
his normally upbeat disposition. Worse still, the 
company’s human resources department began 
receiving complaints from Phil’s colleagues about 
his workplace behavior.

At the end of 2013, Phil’s manager gave him a 
lukewarm ‘Needs Improvement’ performance 
review, a stunning reversal for Phil, who up until 
that moment had assumed his issues were well 
hidden and that he was still destined for the 
company’s top echelons.

From there his problems accelerated. In 
early 2014 more peer complaints and then 
an altercation with two lower-level staff at 
the company’s summer picnic led to a verbal 
warning from his boss. Phil’s next end-of-year 
performance review was marked ‘Unsatisfactory,’ 
which only served to fuel his sense of personal 
grievance against the company in the ensuing 
months.

When an executive leadership position opened 
in June 2015, Phil was passed over in favor of 
a more junior colleague. His resentment and 
sense of entitlement building to a high pitch, Phil 
concluded that his abundant talents were being 
unfairly overlooked by his superiors and that his 
colleagues were out to ‘get’ him.

He quietly resolved to make a move to his 
company’s biggest competitor, taking with 
him design and development materials for the 
successful product he had been instrumental in 
creating, and reestablishing his reputation there.

One month later, when Phil downloaded the 
new product’s design and engineering files onto 
a thumb drive, an anomaly alert was generated 
by the company’s security information and 
event management (SIEM) system. The alert was 
a small but clear signal, one of the few overt 
and measurable indicators that Phil’s attitudes 
towards his company had changed for the worse. 
However, the security operations center (SOC) 
analyst assigned to assess whether or not the 
alert indicated a real threat was swamped that 
day responding to other seemingly more serious 
alerts — most of which turned out to be so-called 
‘false positives’ — and never reviewed it. Within 
24 hours the alert was buried and forgotten.

As summer turned into fall and another poor 
performance review loomed, Phil emailed an old 
friend at the competitor, seeking a job. A second 
SIEM alert was generated because the competing 
company’s domain name was on an internal email 
watch list, but it too was missed because the 
SOC team was dealing with a major unrelated 
security incident that September day.

Just before the winter holidays, Phil resigned 
his senior management post with little advance 
notice, and quietly accepted an executive 
position at the competitor — having already 
taken home the thumb drive with files containing 
millions of dollars’ worth of intellectual property 
(IP). It would be another year before his former 
employer discovered the IP theft — when the 
competing company’s leaders announced the 
launch of a new product that looked suspiciously 
like its own.

Introduction



4

Pulling Threat Signals
from the Noise
Why did Phil’s malicious activities evade detection? 
Two indicators — his unauthorized data download 
and his inappropriate contact with a competitor 
— were detected the moment they happened. 
But because the analyst was experiencing alert 
overload when the first anomaly indicator emerged 
and the entire SOC team was distracted during the 
second alert, these threat signals did not evolve into 
actionable intelligence.

More intriguing yet is the question of whether 
Phil’s insider threat behavior could have been 
discovered before he made off with sensitive IP to 
a competitor. The answer is yes, provided there 
was enough additional context to substantiate the 
known indications that he was becoming a potential 
risk, and enough analytic prioritization capability to 
elevate his emerging risk indicators above the noise 
generated by other less significant alerts and false 
alarms — plus a supporting mechanism (see image 
below) to ‘connect the dots’ in one place.

That prioritization capability and added context 
were critically missing from the company’s existing 
security systems, which produced two clear but 
isolated signals related to Phil’s anomalous activities 
that were soon lost in the routine bustle of daily 
security operations. Even if the alerts had been 
selected for review, the analyst had no immediate 
access to information that could have provided 
some badly needed context to verify each one. 
In any event Phil’s senior position, widespread 
stellar reputation and the fact that only a handful 
of colleagues and managers knew of his difficulties 
were enough to shield him from deeper scrutiny.

Dashboard graph showing change in Phil's risk score.

Exhibits
Issues

(0.05113, -0.700.32 +0/ -0)
Philip Wilson

Philip Wilson’s Rise and Fall

Hired

Distinguishes himself at work; 
develops and launches successful 
new product in 2008; earns awards 
and promotions

Marriage crumbles; starts gambling 
again; increasingly late for work and 
in despondent mood

Divorce final; moves out; mood 
darkens; gambling losses grow; end-
of-year performance review: ‘Needs 
Improvement’

Colleagues lodge behavioral 
complaints with HR; incident reports 
created

Incident at company summer picnic 
leads to verbal warning from boss

Performance review: ‘Unsatisfactory’

Gives up hope of getting ahead; 
sense of personal grievance and 
disgruntlement grows

Passed over for major promotion

Downloads massive amount of 
product IP onto thumb drive

Emails friend at competitor

Quits and joins competitor

Passed over for major promotion

Downloads IP and is confronted; 
surrenders thumb drive

Terminated

2000

2001 - 2011

2012

2013

Feb 2014

Jun 2014

Dec 2014

Jan-May 2015

Jun 2015

Jul 7, 2015

Sep 22, 2015

Dec 2015

Jun 2015

Jul 7, 2015

Jul 14, 2015

Haystax Scenario

SIEM Scenario



To Catch an IP Thief 5

A security team’s job is to evaluate as many 
available risk indicators as possible in order to 
anticipate future external and internal threats 
to the organization, and to do so in sufficient 
time to avert serious harm to its personnel and 
facilities, its IT systems and data, and ultimately its 
reputation. That’s a difficult challenge, especially 
given the covert nature of most threats, and the 
limited resources companies typically can devote to 
safeguarding their assets.

But for the insider threat mission, there is a 
solution. The key is to exploit the strong relationship 
between risk and trust.

Psychologists and security experts alike have long 
understood that the best predictors of future 
riskiness are to be found in people’s behaviors, 
attitudes and actions — not just in the websites 
they visit, the networks they access, the files 
they download or the emails they send. As such, 
determining that Phil’s life was deteriorating to 

a degree that made him a growing risk to his 
company required understanding far more than just 
his network and device activity. A broader grasp of 
his at-work circumstances and non-work-related 
stressors would have given the corporate security 
team the ability to continuously revalidate the degree 
of trust they had in Phil, and thereby to recognize 
when that trust had started eroding.

The Haystax for Insider Threat solution for user 
behavior analytics (UBA) was developed to provide 
continuous validation and risk prioritization 
functions in a single operational platform. This 
use case will describe how SOC analysts — using 
Haystax for Insider Threat and applying readily 
available data to its Carbon ‘whole-person’ 
trustworthiness model — could have continuously 
monitored Philip Wilson’s key indicators and 
tracked his risk score (and those of the company’s 
other insider threat actors) in a transparent manner 
as his trustworthiness declined.

The Trust Factor

Haystax believes that an organization gets better 
answers to its complex problems, and starts 
getting them more quickly, when careful analysis 
takes precedence over data collection and mining. 
Accordingly, our approach is to start by defining the 
problem and extracting knowledge about it from 
subject-matter experts and reference materials, 
and then building a model of that problem, before 
we analyze any data. We call this approach ‘model 
first,’ and we have used it frequently over the past 
two decades when deploying our analytic products 
to government agencies, private companies and 
other enterprises.

Each model is a statistical representation of diverse 
expert judgments as to how various observable 
behaviors and actions interact with and influence 
each other. Carbon, one of our most widely used 

models, measures employee trustworthiness by 
analyzing hundreds of interrelated factors, grouped 
under such high-level concepts as reliability, 
judgment and conscientiousness.

Carbon’s outputs score each individual’s 
trustworthiness, and those scores are then ranked 
in priority order across multiple individuals, creating 
an aggregated and continuously evolving picture 
of an organization’s insider threat environment — 
regardless of whether the individuals are senior 
managers, entry-level staff, contractors or vendors, 
and whether the activities are malicious, negligent 
or inadvertent. A major defense agency has called 
the model-driven Haystax solution “the only known 
system for prioritizing personnel according to 
positive and negative nodes of trust.”

The Carbon Model
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The analytical heart of Carbon and other 
Haystax models is what is known as a Bayesian 
inference network. Named after Thomas 
Bayes, an eighteenth-century English cleric and 
mathematician, Bayesian networks are a type 
of statistical model for probabilistic reasoning 
about complex problems, providing a way to make 
inferences about the true state of a problem based 
on the available evidence.

Bayes’ theorem states that applying a piece of 
relevant evidence (E) can lead to a more accurate 
assessment of the probability of a particular 
outcome (O) than an assessment of the probability 
of O without knowledge of E. In the context of 
Bayesian inference, the theorem expresses how a 
person’s degree of belief should change when new 
evidence is applied.

A Bayesian inference network is simply a way to 
extend Bayes’ theorem to multiple concepts related 
to a particular problem domain. Each concept can 
be broken down into smaller and smaller sub-
concepts — depicted as random variables, or nodes, 
in the model (see image below) — until they become 
specific indicators that are observable in data. Each 
node is a binary random variable (i.e., it is either 
true or false) with an associated prior probability 
distribution (e.g., 60% true/40% false) that 
expresses our belief before observing evidence. 
Importantly, priors are required only for top-level 
concepts (i.e., those with no ‘parents’). Priors for all 
other concepts are calculated from the knowledge 
encoded in the Bayesian network.

The Role of Bayesian Networks

Carbon Bayesian inference network, displayed in the Haystax model application, with enlarged details of selected model nodes.
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In order to use a Bayesian network as a model, 
evidence is applied to it to set the belief states 
of the observed variables. The Bayesian network 
algorithm then propagates the beliefs to all other 
nodes in the model. Propagation can occur every 
time new data becomes available, giving users 
continuously updated values for the variables 
they are interested in. (The Bayesian propagation 
algorithm is complex and beyond the scope of a 
simple explanation. That said, it is well known, 
straightforward to implement as a computer 
algorithm and in widespread use across the data 
science community.)

Bayesian networks are ideally suited for problems 
where:

• The event being predicted has 
never before occurred — or 
has occurred, but only very 
infrequently.

• The supporting data is missing, 
incomplete and/or inconsistent.

• The analytic results must be 
transparent, showing causality 
and also the chain of reasoning 
between evidence and inference 
that led to each result.

• The results must be consistent, repeatable and 
analytically defensible.

Our experience confirms that a model-driven 
approach using Bayesian networks is better suited 
to solving those classes of hard problems for which 
‘big data’ approaches alone are ineffective, or do 
not scale well. These include critical mission areas 
like insider threat detection (see image below), 
terrorism and cyber-threat intelligence analysis and 
natural-hazard preparedness, plus various forms of 
financial risk mitigation, such as bank and insurance 
fraud prevention and anti-money laundering. For 
these kinds of problems, the data most certainly is 
not the model.

The Haystax model editor, with a conditional probability table depicting the effect of an anomalous thumb-drive download on higher-level nodes.
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The whole-person Carbon model was developed 
using the same approach Haystax has used in 
building all of our models. Our first step was 
to work with a diverse set of security experts, 
threat analysts, fraud investigators, psychologists, 
personnel managers and other experienced insider 
threat mitigation professionals — and consult 
reference works such as corporate adjudicative 
guidelines — to arrive at a detailed collective 
definition of what constituted a rogue insider.

We quickly zeroed in on the overarching concept 
of individual trustworthiness as our top-level 
hypothesis. Next, we set about identifying the 
sub-concepts we judged to be the most critical 
or influential indicators of whether or not a 
person could be trusted. Reliability, stability, 
good judgment, credibility and conscientiousness 
were examples of the positive indicators; 
negligence, recklessness, addictive behaviors and 
disgruntlement were identified as negative ones. 
Also factored in were a series of clearly identifiable 
personal, professional and financial ‘stressors’ that 
could impact a person’s trustworthiness.

Next, our Bayesian inference experts, data 
scientists and domain-specialty collaborators 
defined a series of ‘influence arcs’ that represented 
their combined judgments of the interrelationships 
between the top-level hypothesis, concepts and 
indicators, focused on dynamics such as strength 
(i.e., absolute, strong, moderate, weak) and polarity 
(i.e., positive, negative). 

For example, substance abuse, compulsive behavior 
and recklessness were defined as strong or absolute 
negative indicators of trustworthiness. One level 
down, a predilection for gambling or buying an 
expensive sports car after the age of 50 became 
moderate positive recklessness indicators, while 
having a steady job, positive performance reviews 
and no financial woes became strong negative 
recklessness indicators.

These indicators and influence arcs were combined 
into an initial Bayesian inference network, which 
was then further refined through interactions with 
the experts, as well as experiments using synthetic 
and real data.

How Haystax Built Carbon

Enhancing Data Analytics with Context
Transformation and augmentation are two key ingredients in the Haystax Analytics Platform’s ability to filter out most false 
positives and keep users focused on their real threats. In essence, they add analytical context to every behavioral event, rather 
than simply generating an alert for each anomaly.

One important function of the transformation process is to resolve ambiguities between data sources, including name and 
date resolution. Meanwhile, augmentation is particularly useful for detecting anomalies and discrepancies, which can then be 
applied as evidence to the model. 

Anomaly detection could entail, say, running a machine-learning algorithm over data on a person’s building access history 
to find a single entry at an unusual time of night. It could also detect a user who is (knowingly or unwittingly) accessing a 
blacklisted website — or flag one email out of many thousands because the recipient works at a rival company, or because a 
file attached to the email is hundreds of pages long or is from a restricted corporate directory or contains words like ‘payroll’ or 
‘source code.’

Discrepancy detection includes cases where an employee may have intentionally omitted mention of a prior arrest on a job 
application, but the information is discovered during a criminal records check.

The augmentation process additionally allows for factoring in temporal growth and decay, for instance ensuring that a 
misdemeanor from 20 years ago has a far weaker influence on a person’s level of trustworthiness than one from 20 days ago. 
Still other augmentation functions employ natural language processing, named entity resolution and sentiment analysis on 
unstructured digital media feeds.
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Transform-augment-ingest-analyze flow diagram.

Carbon’s top-level hypothesis is that the person in 
question is trustworthy. It follows that trustworthy 
people have stable education and employment 
histories and family relationships. In the workplace, 
they tend to maintain consistent hours, receive 
positive performance reviews and follow rules 
and policies. In the public domain they are free 
from major violations of the law, do not display 
inappropriate signs of aggression or narcissism and 
are solidly engaged with their communities.

Data is readily available or can be obtained 
for many elements underlying these concepts. 
When applied to various model nodes this data 
can generate valuable clues about a person’s 
trustworthiness — or lack thereof. Specific data 
types that can serve as sources of evidence for 
Carbon include:

• Network and Access: Feeds from SIEM, data 
loss prevention (DLP) and end-point detection 
systems, as well as printer logs and badge 
in/out data, which produce richly detailed 
information on a user’s device and network 
usage.

• Career and Performance: Personnel files 
like employment applications, resumes, 
performance reviews, investigations and case 
data, employee complaints and on-boarding/ 
off-boarding records are additional sources, 
along with compliance files, travel and expense 
records and information relating to awards and 
certifications.

• External Records: In some instances, companies 
may also choose to access publicly available 
data such as criminal and civil court records, 
background check results, credit reports, 
bankruptcy records, tax and financial disclosure 
forms, vehicle reports, social media feeds and 
other open-source records.

Beyond the data sources listed above, Haystax 
adds more sources to our platform’s data-
connector framework with every new deployment.

Applying Data to Carbon

Our team created two other tools for processing and 
enhancing data before application to the Bayesian 
network — one for transforming various raw data 
streams and batches into relevant evidence, and 
another for augmenting the transformed data — 
using machine learning and rules-based tools  
(see sidebar on previous page for details).

Finally, they created a series of rules for ingesting 
the evidence and applying it to various nodes in 
the Carbon Bayesian network (see image below).

Haystax also developed its own graphical user 
interface (GUI) for the model, through which 
all Carbon nodes and their influences could be 
visualized and ‘tuned’. The model GUI was designed 
to provide a fast and economical way for all users 
— even non-data scientists — to edit and update 
the model. Thus, while Carbon in its current form 
was designed to meet virtually all of a company’s 
typical UBA requirements out of the box, the 
model GUI has enabled us to quickly add or refine 
nodes, influence arcs and data sources when 
necessary, in collaboration with the end-user.
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A standalone model is not a particularly useful tool, 
except perhaps in a data science lab. To provide 
value to a user in an operational setting, it needs 
a supporting software architecture to extract 
evidence from the data sources described above, 
enhance and enrich some of the data, apply the 
evidence appropriately to the model, perform 
inference in the model and provide an interface 
where the user can interact with and understand 
the model’s results.

The Haystax Analytics Platform was developed 
expressly for this purpose, and it is the foundation 
for all our analytic products, including Haystax for 
Insider Threat. Besides the Bayesian model and its 
associated transformers, augmenters and ingestors, 
the Haystax platform contains tools for rapid 
data integration, a data store and an application 
programming interface (API).

Typical users of Haystax for Insider Threat include:

• SOC analysts and directors, to predictively 
identify high-risk personnel, activate security 
protocols as needed, add individuals to watch 
lists and alert CISOs, CSOs and other C-suite 
leaders to the highest-priority threats within 
their organization.

• CIOs, to monitor threats to corporate IT 
systems and networks, and adjust privileges 
and access levels of personnel, based on their 
risk scores.

• Personnel departments, to identify potential 
‘leavers’ among their high-value talent, plus 
disgruntled or agitated employees.

• Corporate legal teams, which can apply analytic 
results to build investigative cases.

• Business-unit owners, for responding to 
threats to people, IP, finances and facilities.

Besides monitoring and early detection of trusted 
personnel whose key risk indicators are generating 

cautionary signals, security analysts rely on Haystax 
for Insider Threat for threat hunting, account 
compromise detection and continuous evaluation 
of cleared government personnel.

SOC teams’ daily workflows most frequently 
involve the use of the following Haystax apps 
(numbered on the screen image on the next page):

1. Monitoring Organizational Risk: The Dashboard 
is the nerve center of Haystax for Insider 
Threat, a single-screen graphical view of the 
organization’s entire threat environment 
as well as individual risk scores. It provides 
analysts and decision-makers with a powerful 
way to visualize and manage real-time security 
analytics outputs generated from the Carbon 
model, plus related data from other Haystax 
apps.

2. Managing Individual Risk: The Assets app 
contains detailed profiles of each individual 
in an organization, showing basic information 
such as contact details and current title, plus 
relevant events, incidents and model analysis 
results. Much of the factual information in 
Assets is typically updated by the personnel 
department, while the employee’s supervisor 
can also make annotations and view risk 
analysis results. Individual Assets pages also 
show changes in risk scores over time, and 
contain a mechanism for adding individuals to 
an internal Watch List.

3. Assessing Employees: The Assessments app 
provides a single place to fill out and upload 
various evaluations completed for each 
employee, such as Supervisor Interviews, 
Employee Reference Checks and Employee 
Performance Reviews. Analysts and personnel 
department staff can provide feedback into 
the Haystax system on assessment results, 
providing further details that — when 
combined with model results — give decision-
makers a fuller body of material evidence that 

The Haystax Platform
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could be used in a disciplinary or termination 
decision. This added context and forensic 
transparency can be invaluable in the event of 
post-investigation audits or employee lawsuits. 

4. Reporting Incidents: The Incidents app is a 
catalog of time-stamped and geo-located 
reports about unanticipated company-related 
incidents. Haystax uses triggers to generate 
automated incident alerts when an employee 
is becoming high-risk. In addition, the Incidents 
app allows a SOC analyst to directly link an 
incident to one or more individual employees, 
via tagging. And through a combination of 
tagging, filtering and sorting tools, users 
can generate periodic customized reports of 
company-wide incidents for the leadership 

team, showing a comprehensive listing of 
incidents as well as emerging patterns and 
trends.

5. Anticipating Events: A chronicle of major 
organizational milestones such as office 
openings, contract wins and product launches, 
the Events app also communicates to relevant 
stakeholders any upcoming employee-related 
events that could negatively impact staff 
morale or behavior, such as pending layoffs 
or corporate reorganizations. Similarly, it can 
be used to track employee on-boarding/off-
boarding sessions, vendor visits and other 
activities where the company may need to 
proactively implement additional monitoring or 
security protocols.

Haystax for Insider Threat landing page, 
numbered to denote the apps listed above.

2 3 4

1 5
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Timeline: Finding the Insider Threat
From Risk Scoring to 
Response
As previously noted, Phil Wilson’s deteriorating 
emotional state and increasingly adversarial 
behavior were indeed discoverable, based on 
measurable evidence influencing the upward or 
downward movement of his trustworthiness score.

If we go back in time and imagine that Phil’s 
company deployed Haystax for Insider Threat 
prior to 2012, we can track his diminishing 
trustworthiness through 2015. 

What follows is a revised timeline of key events 
during those years, showing how the Bayesian 
inference network ‘recognizes’ Phil’s decline and 
recalculates his trustworthiness score with every 
periodic application of new evidence.

2012
By the end of 2011, Phil’s star status is at an all-
time high; he is even being mentioned as potential 
CEO material. The personnel department has 
uploaded all of Phil’s prior annual performance 
reviews into the Haystax Assessments app — every 
one of them giving him ‘Exceeds Expectations’ 
or ‘Exceptional’ ratings. Meanwhile, the Events 
window in the Assets app shows Phil’s major 
life milestones, going back to his educational 
history and early career. The Employment window 
contains a record of his rapid rise through the 
company’s ranks, with successive positions of 
increased responsibility and seniority. And the 
Annotations window chronicles a string of awards 
and certificates, including the Excellence Award 
Phil received for his successful product launch four 
years earlier (see image below).

Phil’s Assets page in December 2011.
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In early 2012, the Analysis Scatter Plot shows that Phil is one of the most trustworthy individuals in the company.

All evidence applied to Carbon confirms that Phil 
has no lingering or new issues of concern. On 
the contrary, he scores very well in such high-
level model nodes as [Reliable], given positive 
indicators like consistent badge in/out times (a sign 
of punctuality) and low scores in nodes indicating 
professional or personal stressors. Accordingly, 
when the company’s SOC analyst logs in every 
morning to view the Dashboard, Phil appears in 
the Analysis Scatter Plot window as a blue dot in 
the extreme upper-left quadrant, indicating the 
‘Very High’ level of trustworthiness he has attained 
during his first 11 years at the company (see image 
above). In other words, he is the last person the 
analyst needs to worry about.

As 2012 progresses, Phil’s ongoing marriage woes 
and increasingly frequent tardiness are treated 
with sympathy and understanding, a sign of the 
extensive goodwill and respect he has earned 
at the company. In fact, in the Annotations 
window there is a comment to this effect from 
his boss, who also gives Phil another ‘Excellent’ 
performance review in December. And while the 
anomalous hours are picked up by the augmenters 
and applied as evidence to the model node 
[HabituallyTardy], absent other risk indicators 
they do not by themselves significantly impact 
Phil’s trustworthiness score. But the storm clouds 
are gathering.

2013
By early 2013 Phil’s mood has darkened 
considerably as he moves into a small 
apartment and his divorce is finalized 
[ExperiencesStressfulLifeEvent]. He 
spends many late nights feeding his growing online 
gambling addiction [ObsessedWithGambling], 
and stewing about his job. Of more obvious 
concern to management and staff, he starts making 
preventable mistakes in his work and getting angry 
at colleagues. Although unknown to the company, 
Phil is also experiencing major gambling losses, a 
significant financial stressor.

For the first time, adverse indicators appear 
on Phil’s record in the form of several written 
complaints filed against him during the year by his 
colleagues.

This new evidence of conflict is recorded in 
the Haystax Incidents app, and it and the work 
quality slippage are applied to relevant nodes in 
the ‘Professional Stressors’ section of the Carbon 
model, including [HasConflictsWithCoworkers] 
and [IsDelinquentOnWorkRequirements], 
somewhat lowering Phil’s trustworthiness score.

He also receives his first ‘Needs Improvement’ 
performance review in December. On the 
Dashboard he moves from blue to green, which — 
while a step down in the company’s risk rankings — 
still indicates ‘High’ trustworthiness. He is still not 
in the SOC analyst’s sights (see image next page).

Very
High

(39.29643, 77.51635)
Philip Wilson
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During 2013, new evidence applied to the Carbon model results in the first lowering of Phil’s trustworthiness score, from ‘Very High’ to ‘High,’ as 
seen in this closeup of the upper-left portion of the Analysis Scatter Plot.

This barely noticeable downward trending is 
displayed graphically and numerically on Phil’s 
Assets page in the Results Timeline and Analysis 
Results windows, which reflect updated Carbon 
model beliefs. As the trend accelerates in the next 
18 months, these results displayed in the Assets 
page and on the company-wide Dashboard will be 
critical risk indicators for the SOC analyst.

2014
Several more serious confrontations between Phil 
and his colleagues in February 2014 generate a 
new batch of evidence for the model, in the form of 
reports uploaded by the personnel department to 
the Incidents app. The altercation at the company’s 
annual picnic in June leads to the creation of yet 
another incident report, plus a verbal warning 
from his boss that is recorded in the Annotations 
window on Phil’s Assets page. His Incidents 
window also is now activated, and populated with 
several incident reports tagged with his name. 
Meanwhile Phil’s increasingly erratic hours are 
picked up as a string of anomalous events applied 
again to the [HabituallyTardy] node, negatively 
impacting his [Reliable] score even more 

Phil receives his first-ever ‘Unsatisfactory’ 
rating [PoorPerformanceReview] at year’s 

end, and the personnel department adds 
another negative memo in the Annotations 
window. Meanwhile the ongoing incidents 
with colleagues are applied to several Carbon 
model nodes, including [Antagonistic] and 
[ExhibitsDisruptiveBehavior]. The net 
effect is to lower Phil’s trustworthiness score to 
the point where he is reclassified as a ‘Medium’ 
risk, shown as an orange dot on the Dashboard’s 
Analysis Scatter Plot (see image below) and in the 
Change In Score window, which lists individuals 
whose riskiness has risen or fallen the most in the 
previous 30 days (see images next page).

Analysis Scatter Plot as of 2014, when Phil’s risk score  
is lowered to ‘Medium’.

Medium
(61.96161, 66.26444)
Philip Wilson

(41.99371, 73.2947)
Philip Wilson

High
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Haystax Dashboard screen sample image, showing seven of 12 user-configurable windows that can be moved, resized, displayed or hidden to mirror 
the workflows and information needs of each individual analyst, investigator or decision-maker.

Summary analyses can be conducted on dozens of different 
behavioral risk indicators, merged together to form thousands 
of combinations for narrowly focused investigations of work-

force risk. This graph depicts potential insider threats who, 
like Phil, have shown signs of a compulsion for gambling.

Risk graph on Dashboard, where the sharp change in 
Phil’s risk score is displayed, triggering an automated 

alert to the SOC analyst.

Exhibits
Issues

(0.05113, -0.700.32 +0/ -0)
Philip Wilson
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The Model Results Timeline on Phil’s Assets page as of December 2014, showing the decline in his trustworthiness and corresponding  
rise in his risk score.

Because Phil has never before been associated 
with anything but the highest levels of trust, the 
score shift prompts the SOC analyst to pay closer 
attention to him. She refers for the first time to the 
Analysis Results and Results Timeline windows on 
Phil’s Assets page, where the decline of his relative 
standing in the company is now readily apparent 
(see image above). The analyst sends an initial alert 
to her supervisor to document the change.

From this point onwards, things start moving 
quickly in the SOC. By late December 2014, 
enough evidence of Phil’s negative behavior has 
accumulated that the company’s security team 
makes a difficult decision and places him on the 

Haystax Watch List, indicating he is more likely 
than not to adversely impact the organization  
(see image below). The company enacts its standard 
security protocols for such cases, including deeper 
and more frequent scrutiny of Phil’s handling of 
sensitive data, network and printer activities and 
web usage, as well as working hours, company 
expense account patterns and travel practices. 
His boss fills out a negative Supervisor Interview, 
filed in the Haystax Assessments app, indicating 
the degree of concern developing among the 
company’s leadership team and the need to 
document and communicate these concerns 
directly to Phil.

Successive Analysis Summary graphs from Phil’s Assets page, 2012-2015. He is placed on the Watch List in late 2014.
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Phil has now lost all hope of advancing further 
in the company, a supposition confirmed in June 
2015 when the junior colleague is named to 
the C-suite position Phil has coveted for years. 
In an angry email, he blames a “cabal of my so- 
called peers” for maneuvering behind his back 
to deny him the position he feels is rightfully his 
[ExhibitsUnhealthySuspicions]. Following 

a loud confrontation with his boss over the lost 
promotion, his trustworthiness score is further 
downgraded to ‘Low’ when the relevant data is 
again applied to [ExhibitsAngryOutbursts] 
and other nodes of the model. In short, Phil now 
has a significant amount of evidence being applied 
to nodes relating to the high-level Carbon concept 
of [Disgruntled] (see images below).

2015

Selected Carbon model nodes, showing two of the indicators that triggered the drop in Phil’s trust score.
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It is June 2015, and Phil’s trustworthiness score has now plummeted to ‘Low,’ seen in the lower-right portion of the Analysis Scatter Plot.

Most of the company’s personnel appear on 
the Dashboard’s Analysis Scatter Plot in a large 
upper left-hand cluster as ‘Very High’ or ‘High’ 
trustworthiness individuals, with far fewer 
‘Medium’ trust employees and only a handful of 
‘Low’ trust individuals in the lower right. Marked 
as the latter as of June 2015, Phil now stands out 
to the SOC analyst in clear negative contrast to 
virtually every other employee, despite his prior 
stellar record and reputation (see image above).

July 2015 is, in effect, the turning point for Phil 
— the moment he becomes an insider threat. 
Extremely disgruntled, Phil now turns his attention 
and still-considerable energies to extricating 
himself from the company, and in the process 
righting what he perceives as major wrongs 
against his own exemplary reputation, stature and 
achievements.

His first step is to steal as much data as possible 
relating to the product he developed. On July 7, 
he accesses the relevant folders on the network 
and proceeds to copy several gigabytes’ worth 
of files onto a thumb drive. This action triggers 
an alert in the company’s SIEM system, Haystax 
augmenters identify it as anomalous to Phil’s 
typical network and device behavior, and the new 
anomaly event is ingested into the Carbon node 
[InsertsProhibitedDevice].

Since Phil is already on the Watch List and his 
adverse behavior is well documented in Haystax, 
this data breach is given the highest priority by the 
SOC director despite all of the other alerts coming 

in that day. Phil’s network accounts are locked 
as a precaution against further data theft, and 
the thumb drive is retrieved before he can take 
it home at the end of the day. Phil is dismissed 
from the company after an intensive week-long 
investigation, 10 weeks before he was to have 
emailed his friend at the competing company.

Summary
In an after-action briefing to the executive team 
and board of directors, the SOC director is able 
to show clearly the path that Phil took starting 
in 2013, including a comprehensive chain of 
evidence of adverse behavior, and how this 
evidence influenced the Carbon model to ‘reason’ 
that it needed to lower its assessment of Phil’s 
trustworthiness on several occasions — and 
eventually persuade the SOC team that it would be 
necessary to place him on the Watch List. When 
the data breach occurs, Phil is already known to the 
SOC as an extremely high-priority risk.

Because the Carbon model is not a ‘black box,’ 
and the evidence chain applied to Carbon is 
well documented in the Haystax system, the 
director also is able to demonstrate that corporate 
security protocols were followed and appropriate 
investigative authorizations were granted at 
various stages as Phil’s case escalated through 
higher and higher levels of the company.

(93.96781, 15.95816)
Philip Wilson

Low
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Conclusion
The Carbon model connects the dots in ways that 
conventional SIEM systems cannot. It reasons 
like diverse insider threat experts, so that SOC 
teams can spot the highest-risk individuals in the 
Haystax Dashboard and make informed response 
decisions in a timely manner. And Haystax excels 
in operational settings where the volume of data, 
monitored personnel and anomaly alerts far 
exceeds what a team of human analysts could 
reasonably manage on a sustained basis. It’s why 
Haystax relies on a model-first approach rather 
than waiting for the data to define the adverse 
behavior, which could take months or years.

In Philip Wilson’s case, Carbon analyzed isolated 
internal events that became critical early indicators 
of concern — confirmed when put into the context 
of Phil’s broader troubles. By acting quickly based 
on a diverse array of evidence that the model 
correctly interpreted as indicative of risky behavior, 
the company’s security team was able to intervene 
in time to prevent the theft of millions of dollars’ 
worth of intellectual property.

Had the company chosen to, it could also have 
searched public records that were in some way 
related to Phil. Doing so would have revealed more 
information about the financial hits Phil suffered 
after the divorce, the extent of his gambling losses 

and perhaps even a previously undetected string 
of late-night diatribes that he launched against the 
company on social media starting in early 2015.

But in the end the company’s internal data alone 
provided ample evidence to infer that Phil had 
evolved from star performer to potential — and 
then likely — insider threat. Most importantly, 
the Haystax Dashboard was able to call the 
analyst’s attention to the abrupt drop in Phil’s 
trustworthiness score in only a matter of months, 
even after a decade of consistently high scores. 
With this broad contextual risk awareness available 
to the SOC team, Phil’s act of inserting the thumb 
drive merely provided the actionable trigger event, 
enabling the team to respond quickly in preventing 
a costly data breach.

Given the right kinds of personnel policies in place, 
it might even have been possible for the company 
to use Haystax for Insider Threat to recognize 
Phil’s problems in time to mount a supportive 
intervention, taking remedial measures through its 
employee assistance program and thereby helping 
a valued and trusted manager regain his equilibrium 
while still in the early stages of a troubled 
trajectory.
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